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Abstract—Today’s Quantum Computers (QCs) face significant
engineering challenges that limit their size and fidelity. To execute
realistic applications, researchers must develop ways to move
past these constraints. CutQC enables small QCs to run larger
quantum circuits by cutting circuits into smaller subcircuits
and then utilizing classical resources and Kronecker products
to reproduce the desired output. In this work, we enhance the
reconstruction process. In particular, we develop a distributed
PyTorch implementation of CutQC’s classical post-processing
step, which can run across multiple nodes on either GPU or
CPU devices. Our results show that our PyTorch implementation
executes circuits of up to 35 qubits on 10- and 15-qubit QCs
with efficient reconstruction. We use single-node computation
as a baseline and then compare the results to the runtimes of
our PyTorch workflows. By utilizing parallelism and specified
devices, the reconstruction step of hybrid quantum-classical
circuit execution can be improved. The original CutQC paper
demonstrated a 60X to 8600X runtime speedup over classical
simulation, and our work increases this speedup. These results
show that large quantum circuits can be run on smaller QCs
by leveraging circuit cutting with data parallelism techniques
to maintain a reasonable runtime. This allows researchers to
maintain the high fidelity of smaller machines while executing
larger circuits.

Index Terms—Quantum Computing, Multi-Node Processing,
GPU Processing, Quantum Circuit Cutting, Hybrid Computing

I. INTRODUCTION

Quantum computing represents a transformative opportu-
nity in computational technology, with the potential to solve
classically intractable problems [1]. However, QC is currently
restricted to NISQ (Noisy Intermediate-Scale Quantum) de-
vices, where limited qubit counts constrain the size of runnable
applications. CutQC [2] is an open-source code repository that
offers a scalable hybrid computing framework. Using classical
computing resources for reconstruction enables the evaluation
of quantum circuits that are too large to be run with high
fidelity on today’s quantum computers (QCs).

It is relevant to this study to note both classical and
quantum computing trends, in particular the proliferation of
Graphics Processing Units (GPUs) and a diverse array of
Single Instruction, Multiple Data (SIMD) architectures. These
developments have led to the use of multi-node, multi-threaded
computation [3], ushering in unprecedented opportunities for
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the intersection of classical and quantum computing. Specif-
ically, these devices can quickly compute large numbers of
Kronecker Products (KPs), which we utilize to reconstruct
outputs from the produced subcircuits. Using these devices
in hybrid quantum computation increases the size of potential
applications that can complete within a reasonable runtime.

The very characteristics of QC that make its hardware
implementations promising for currently-intractable problems
are also ones that limit our ability to classically-simulate QC
systems [4]. Quantum computing’s advances have recently
included high-quality qubits [5]; recent advancements have
led to Quantinuum’s trapped-ion QCs with 56-qubits, arbi-
trary connectivity, and 99.843(5)% two-gate fidelity [4]. For
superconducting QCs, IBM has released technology with both
high qubit counts and high quality qubits. Increased emphasis
has also been placed on quantum error correction [6] [7].

The ability to cut a quantum circuit is founded in the fact
that an arbitrary quantum operation can be decomposed into
any set of orthonormal matrix bases, but with an exponentially
higher overhead from reconstructing the partitioned subcir-
cuits. [8] The number of KPs required for reconstruction is
4% with K being the number of edges cut.

This study advances circuit cutting, a promising method
for increasing the scale of executable circuits. Our enhanced
reconstruction process demonstrates the integration of high-
performance computing techniques with quantum algorithms.

II. METHODOLOGY

We first discuss our primary research goals, followed by
research design methodology and an overview of our imple-
mentation.

This work’s primary goal is to update CutQC’s implemen-
tation from a TensorFlow predecessor to the new distributed
parallel PyTorch implementation discussed here. This new
implementation offers ease of use (PyTorch is more widely
supported) and ease of mapping onto a rich variety of plat-
forms. By scaling out mappings to multiple GPUs, the PyTorch
implementation also offers the promise for runtime speedup.

The previous implementation employs single-layer vector-
ization over a given problem instance to execute individual
KPs in parallel. However, since vectorization occurs along
a single dimension, the maximum number of simultaneous
KPs is upper-bounded by the capabilities of a single node.
Our implementation introduces “multi-layered vectorization”
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Fig. 1. Runtimes for circuits with increasing qubit counts in both the single-
node, multi-threaded implementation and the 8-GPU implementation. Missing
data points are attributed to the memory constraints of only using 8 GPUs.
Initially, the size of the circuit is not large enough to counteract the various
costs of using multiple nodes. As the circuit size grows, the improvement in
runtime becomes more clear.

by separating the vectorized KPs into batches. This approach
allows us to have N arbitrary points of vectorization occurring
simultaneously, where N represents the number of available
nodes.

The circuits we execute in this paper are as follows.
The Approximate Quantum Fourier Transform (AQFT) is a
common subroutine in promising quantum algorithms [9]. We
also utilize the Bernstein-Vazirani algorithm, which solves the
hidden string problem and requires n + 1 qubits for a binary
string of length n. [10]. Finally, the adder circuit is a ripple-
carry adder with one ancilla and linear depth [11].

We run the classical reconstruction post-processing step on
circuits with an increasing number of qubits for a varying
number of nodes. We first run the circuits on one node, with
64 allocated CPU cores and 7 GB allocated memory per core.
We then run the circuits on 2 machines, with 4 GPUs each
totalling 8 GPUs.

For a given reconstruction problem instance, our implemen-
tation follows a coordinated batch processing scheme [12].
Coordination and creation of batches is orchestrated by the
host node, using message passing and collective directives
as the primary mode of inter-process communication. All
nodes participate in a collective reduction operation to send
the results back to the host, and synchronization is achieved
through barriers and blocked message passing. All low level
communication backend is supported via Nvidia’s NCCL
framework.

III. RESULTS

Figure 1 shows the results of running AQFT, Adder, and
Supremacy circuits with both the single-node, multi-threaded
implementation and the multi-GPU implementation. We find

that running circuits with a multi-node implementation incurs
the expected communication and synchronization costs com-
pared to utilizing a single node. These costs limit the size of
circuits available to be run on a specified number of GPUs and
significantly impact runtime when the circuits are small. As a
result, the 8-GPU implementation demonstrates an advantage
only beyond a certain threshold size. We expect that there
is an optimal level of parallelism for each application and
circuit size, where below the optimization point is slow due
to the ability to further distribute the workload and above the
optimization point is inefficient due to incurred costs. One
future path of research is to determine the optimal level of
parallelism.

For the Adder circuit, the 8-GPU implementation shows
relatively constant performance regardless of circuit size. The
single-node, multi-threaded implementation has an exponential
increase in runtime as the circuit size increases. As a result,
the 8-GPU implementation becomes advantageous for larger
Adder circuits.

The results presented here show opportunities for these
techniques. Different benchmark characteristics will influence
the types of performance improvement offered by these meth-
ods. For the AQFT and Supremacy circuits, we find that
memory constraints limit the size of circuit that can be ran
on a specified number of GPUs: in this case 8 GPUs. We
expect that, if this memory were to be increased, the 8-
GPU implementation would also reduce runtime after a certain
threshold qubit count in the Supremacy and AQFT tests.
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